QUESTIONS of the MOMENT...

"Is there any way to improve Average Variance Extracted (AVE) in a Latent Variable (LV) X?"

(The APA citation for this paper is Ping, R. A. (2009). "Is there any way to improve Average Variance Extracted (AVE) in a Latent Variable (LV) X (Revised)?" [on-line paper]. http://home.att.net/~rpingjr/ImprovAVE1.doc)

(Click here for an earlier version of this paper, Ping, R. A. (2007). "Is there any way to improve Average Variance Extracted (AVE) in a Latent Variable (LV) X?" [on-line paper]. http://home.att.net/~rpingjr/LowAVE.doc.)

Average variance extracted (AVE) almost always can be improved by dropping cases, or by dropping the item with the largest measurement error variance. The result may be desirable to improve AVE, or to raise it above the square of a correlation with another latent variable (LV) (i.e., to improve discriminant validity in the Fornell and Larker (1981) sense). 

One approach to dropping cases is to use a "Jacknife-like" procedure (Efron 1981). Specifically, a case is removed from the data set, and AVE is computed for the remaining cases.
 Then, the removed case is replaced, a different case is removed, and AVE is computed for the remaining cases. This process is repeated for each of the rest of the cases to find the case that produces the largest AVE improvement.

Additional AVE improvement may be obtained by repeating this process using the improved AVE data set (i.e., with the case that produces the largest AVE improvement removed), instead of the full data set. Specifically, a case is removed from the first improved AVE data set, and AVE is computed for the remaining cases. Then, the case just removed (not both cases) is replaced, a different case is removed, and AVE is computed for the remaining cases. This process is repeated for each of the rest of the cases to find the largest AVE improvement with two cases removed (but, see Footnote 2).

This process could be repeated using combinations of the above and Footnote 2) procedures, but experience suggests that dropping about three cases or approximately a .05 AVE improvement is the most AVE improvement that dropping cases will produce in real-world data.

Dropping an item also will improve AVE, frequently by more that deleting cases will. However, the procedure for this is "messy," and the resulting set of higher AVE items can be less content or face valid than before items were dropped (i.e., the resulting set of items may match its conceptual and/or operational definitions less well). The results also may be less internally consistent (i.e., the single construct measurement model of the resulting items may fit the data less well). 

Experience suggests that in real-world data, several consistent subsets of items from a measure usually can be found. An alternative to dropping items is to create one or more additional subsets of items and gauge the AVE of each these subsets. Replacing any deleted cases, (maximum likelihood) exploratory factor (with varimax rotation) the full measure. Then for the Factor 1 items, find highest reliability subset of these items (there are procedures in SPSS, SAS, etc. to accomplish this, usually in the "reliability" procedures). If the AVE of the resulting highest reliability subset of items is unacceptable, try dropping cases from this subset of items. (Dropping the item with the largest error term from the highest reliability subset of items usually reduces AVE.) 

If model-to-data fit or content validity problems arise when items are dropped, combinations of one or more of the following procedures could be used. 

Replacing any deleted cases, consider finding another consistent subset of items using Modification Indices (see Appendix A--Item Weeding in "On the Maximum of About Six Indicators..." on this web site). If this subset has unacceptable AVE, try dropping the item with the largest error, and/or drop case(s). Experience suggests that Modification Indices sometimes works better than maximizing reliability. However, AVE improvement seems to be limited to about 10 points (i.e., 0.10).

If AVE is still unacceptable, replace any deleted cases, then, using the Factor 1 items, drop the item with the largest error term first. Then, reitemize the resulting set of items using Modification Indices or by maximizing reliability. Next, drop cases, and/or drop the item with the largest error from the results. 

However, if AVE of the resulting measure is within a few points of "acceptable" (0.50), this may not always be "fatal" to publishing a model test. Experience suggests that not all reviewers accept AVE as "the" measure of convergent validity, some prefer reliability. Thus, if an LV is reliable, that may be a sufficient demonstration of convergent validity for some reviewers.

In addition, the logic for possibly ignoring low AVE might be that many "interesting" theoretical model-testing studies involve a "first-time" model, and an initial model test, that together should be viewed as largely "exploratory." This "first test" usually uses new measures in a new model tested for the first time, etc., and insisting that the new measures be "perfect" may be inappropriate because new knowledge would go unpublished until a "perfect" study is attained. AVE adherents of course might reply that concluding anything from measures that are more than 50% error is ill advised, because there are so few replication studies.

In my opinion, an AVE slightly below 0.50 might be acceptable in a really "interesting" "first-time" study, 1) if it does not produce major discriminant validity problems (discussed below), 2) the diminished AVE is noted and discussed in the Limitations section of the paper, 3) any significant effects involving the low AVE LV's are held to a higher significance requirement (e.g., |t| >= 2.2 rather than |t| >= 2.0), and 4) any discussion of interpretation, and especially implications, involving the low AVE LV's are clearly labeled as "very provisional" and in need of replication. 

Again, the logic would be that the model may be too interesting to suppress its first test. In different words, the focus of the paper should be on the new theory developed, and the contributions include a "first test," and that more measurement work is needed on the low AVE measures. (A less desirable alternative with low AVE would be a propositional paper, which might be considerably less "interesting.")

This "first-time study" argument also may apply when there are discriminant validity problems, and more measurement work is needed on the low discriminant validity measures. Nevertheless, it always possible to reduce the correlation between two LV's using a procedure similar to Residual Centering (see Lance 1988). The procedure involves reducing the covariation between the target LV's X and Z until the squared correlation between them is less than the AVE of both X and Z. Specifically, average the indicators for X and Z, then regress the lower AVE LV, X for example, on the higher AVE LV, Z, to produce Z = b0 + b1X. Next, subtract a percentage of b0 + b1X (i.e., 

1)
K*( b0 + b1X), 

where K is between 0 and 1) from Z in each case to scale (reduce) the covariance (and thus the (squared) correlation) between X and Z. 

However experience suggests that in real-world data, scaling simply masks a discriminant validity problem rather than remedying it. Specifically, in real-world data, experience suggests that with lower AVE and correlated X and Z, the unique error variance (i.e., error variance that is unshared in the correlation between X and Z) of one or both X and Z can be greater than 50%. This in turn increases the instability (variability) of structural coefficients involving X or Z across studies beyond that which could be expected with sampling variation. Stated differently, with declined AVE and (even moderately) correlated X and Z, their association with Y, for example, can be largely the result of measurement error, which should produce different results (i.e., instability--reduced "reproducibility" in Campbell and Fiske's (1959) terms) in subsequent studies. Increased correlation between X and Z, especially when it is greater than X or Z's AVE, increases this potential for instability.

1)
As a perhaps surprising example from a real-world survey, (OPP1-5; OC5,7,8,13) the AVE's of two LV's were both 0.59, and their correlation was -0.59 (their covariance, the square of their correlation, was 0.33). Scaling one LV to zero correlation with the other, reduced its AVE to 0.47, and scaling the other LV to zero (after removing the previous scaling) reduced its AVE to 0.48. Thus, the amount of unique error variance in the LV's was 53% (= 1 - 0.47) in one, and 52% (1 - 0.48) in the other. This suggests that any associations involving X or Z and a dependent variable is (slightly) more the result of error variance than it is the result of error-free variance, which should (slightly) amplify any difference in results from sampling variation in subsequent studies. Note that both LV's were discriminant valid using Fornell and Larker's (1981) AVE's-versus-squared-correlation discriminant validity criterion, and they likely would not have had their discriminant validity questioned--both LV's had "acceptable" AVE's, and their correlation was less than |0.70|. Also note that in this case the unacceptable unique err-free variances might be remedied by increasing AVE in the LV's. 

As another example again using real-world data, (SAT, OCw5,7,8,12,13) the AVE's of two LV's were 0.58 and 0.72, while their correlation was .82 (their covariance, the square of their correlation, was 0.67). Scaling the larger AVE LV to zero correlation, reduced its AVE to 0.44. and scaling other LV (after undoing the previous scaling) reduced its AVE to 0.34. In different words, the amount of unique error variance in the larger AVE LV was 56% (= 1 - 0.44), and the amount of unique error variance in the smaller AVE LV was 66% (= 1 - 0.34). This suggests that their associations with another LV,Y for example, are more the result of error variance than error-free variance, which should produce more instability (different results) in subsequent studies than if it were lower. 

Finally, (SAT, EXI) the AVE's of two other LV's were 0.72 and 0.87, while their correlation was -.71 (their covariance, the square of their correlation, was 0.50). Scaling the larger AVE LV to zero correlation, reduced its AVE to 0.77, and scaling other LV (after undoing the previous scaling) reduced its AVE to 0.55. In different words, the amount of unique error variance in the larger AVE LV was 23% (= 1 - 0.77), and the amount of unique error variance in the smaller AVE LV was 45% (= 1 - 0.55). This suggests that their associations with another LV,Y for example, are more result of error-free variance than error variance, which should produce (comparatively) less instability (differing results) in subsequent studies than if error variance were higher. Note that both LV's had "acceptable" AVE's, but their correlation was slightly greater than |0.70|.

These examples suggest that Fornell and Larker's AVE's-versus-squared-correlation (discriminant validity) test may or may not signal a problem with unique error variance, and thus Fornell and Larker's discriminant validity test may or may not signal declined "reproducibility," Campbell and Fiske's stated objective of validity.

Several comments may be of interest. As the first example suggests, low AVE's should be investigated for low unique error-free variance. There probably can be no firm rule, but Fornell and Larker's "AVE at least 0.50" may be insufficient. Experience suggests that all correlations above 0.7 should be investigated (see Example 1 above), especially when the AVE's of the LV's involved are less than 0.6.

Any low unique error-free variance problems should be discussed in the Limitations section of the study's paper, and any discussion of the implications of the associations involved should be prefaced with a caveat that these associations are mostly error and may be an artifact of the study.

Z and its t-value is unchanged by scaling (i.e., subtracting K*( b0 + b1X) from Z in each case). However, scaling reduces the variance of Z, and thus it reduces any standardized structural coefficient (beta) involving Z. The range of Z is also reduced by scaling. 

For an LV, X, that fails Fornell and Larker's AVE's-versus-squared-correlation (discriminant validity) test with Z, it is easy to show that all of X's error free variance is not contained in the covariance of X and Z. (X's AVE less than its correlation with Z might mean that all of X's error-free variance, its AVE, is contained in the covariance.) 

For example when two LV's, with AVE's of 0.49 and 0.72, and a squared correlation of 0.65 (OC w 3,5-9,11-13; SAT) (i.e., their covariance (squared correlation) was larger than one LV's error-free variance (AVE), a failure of Fornell and Larker's discriminant validity test), had the smaller AVE LV's variance scaled to zero correlation between them (i.e., K = 1 in Equation 1), in a measurement model of the resulting smaller AVE LV, it had 21% error free variance (i.e., a 0.21 AVE). In different words, all the covariation between the LV's was removed by scaling, yet there still was error-free variance (AVE) in both LV's (i.e., 21% error-free variance in the smaller AVE LV and 72% in the larger). 

This could be interpreted as suggesting that the LV's were operationally distinct (the customary meaning of discriminant validity
). (In real-world data, only if the variance of an LV is equal to its covariance with another LV is there complete operational indistinctness--this matter is further discussed below).

In real-world data, experience suggests that improving an LV's AVE does not materially change correlations with that LV. 

Substantive authors have used other single-sample discriminant validity tests besides Fornell and Larker's AVE's-versus-squared-correlation (discriminant validity) test, and these tests may be attractive when there are problems with discriminant validity. These tests include testing the correlation confidence interval (see Anderson and Gerbing 1988) or a single degree of freedom test (see Bagozzi and Phillips 1982). However, it is easy to show that these tests are likely to produce untrustworthy results in theory tests with survey data. Specifically, in theory tests with real-world survey data, testing the correlation confidence interval for two LV's to see if it contains 1, which would suggest that the two LV's are empirically (operationally) indistinct (i.e., they are "discriminant invalid" in the popular sense--see Footnote 3), almost always suggests empirical distinctness. Typical sample sizes (hundreds of cases) and the internal consistency requirement in survey data theory tests typically combine to produce small correlation standard errors that in turn produce confidence intervals are usually too small to include a correlation value of 1. 

For example, two LV's that were known to be theoretically indistinct (their items contained only slight variations in item wording) and that had a correlation of 0.9988, produced a 95% correlation confidence interval of [.9984, .9993] in a sample of 200 surveys. In different words, the 95% confidence interval for these LV's suggested they were operationally distinct (i.e., "discriminant valid") even though they were theoretically indistinct and had a correlation of .9988. 

A single degree of freedom test can be applied to a measurement model containing the two target LV's, or it can be applied to the full measurement model containing the target LV's, to compare the model to one where the two LV's correlation is constrained to 1. In a two-LV measurement model, a single degree of freedom test frequently produces untrustworthy test results (i.e., two highly correlated LV's that have their correlation constrained to 1 will usually fit the data significantly worse that when their correlation is free). For example, in a two-LV measurement model, two LV's that may or may not have been theoretically distinct (they were two factors of the same LV) had a correlation of .9295. In a single degree of freedom test, their correlation could not be constrained to 1 in LISREL (the fitted covariance matrix was not positive definite). However, constraining the correlation to 0.9795 instead of 1 produced a chi square difference (chi square = 388 for the constrained correlation model, chi square = 207 for the unconstrained correlation model) with 1 degree of freedom (degrees of freedom = 54 for the constrained correlation model, degrees of freedom = 53 for the unconstrained correlation model) that was significant (chi square difference = 388 - 207 = 181, which has 1 - α of 1.0000 with 1 degree of freedom), suggesting they were (very) operationally/empirically distinct (and thus "discriminant valid").

Then, two sets of items, that could be argued to be conceptually the same (both were from Factor 1 of the same LV), with a correlation of 0.9969, were tested in a two-LV measurement model. Again in a single degree of freedom test, their correlation could not be constrained to 1 in LISREL. However, constraining the correlation to 0.9998 instead of 1 produced a chi square difference (218 = 249 for the constrained correlation model, minus 31 for the unconstrained model) with 1 degree of freedom (9 for the constrained correlation model, degrees of freedom = 8 for the unconstrained model) that was significant (1 - α = 1.0000 with 1 degree of freedom), which suggested they were (very) operationally distinct, and thus "discriminant valid."

However, the chi square statistic is sensitive to sample size. So, the sample size was reduced in steps until the parameter estimates became unstable, comparing chi square differences at each step. Nevertheless, the chi square difference tests continued to be significant, suggesting that sample size did not affect these results.

A full measurement model produced similar results. Two LV's that may or may not have been conceptually the same (they were two factors of the same LV) had a correlation of .9274. While their correlation could not be constrained to 1 in a larger measurement model containing them, constraining them to a correlation of .9476 produced a chi square difference test with a significance of .9990. This suggested they were operationally distinct (i.e., they were "discriminant valid"). 

Then, two sets of items, that could be argued to be conceptually indistinct (both were from Factor 1 of the same LV), with a correlation of 0.9998, were tested in a two LV measurement model. In this case their correlation could be constrained to 1, and the chi square difference (= 12 = (5626 for the constrained correlation model, minus 5626 for the unconstrained model)) with 1 degree of freedom (1836 for the constrained correlation model, 1835 for the unconstrained model) was significant (1 - α = .9999 with 1 degree of freedom), which suggested they were (very) operationally distinct, and thus "discriminant valid."

Again, because the chi square statistic is sensitive to sample size, the sample size was reduced in steps until the parameter estimates became unstable, comparing chi square differences at each step. Again, the chi square difference tests continued to be significant, suggesting that sample size did not affect these results.

In summary, experience suggests that in real-world data, alternative "discriminant validity" tests, such as correlation confidence intervals or single degree of freedom tests, are untrustworthy, usually suggesting "discriminant validity" even for nearly collinear LV's. 

Discriminant validity in the (original) Campbell and Fiske (1959) sense (low correlations with conceptually distinct LV's) could be viewed in terms of the amount of unique err-free variance in correlated LV's after scaling, and the potential for instability of structural coefficient estimates. Stated differently, do AVE's and the covariance between two LV's combine to reduce the unique error-free variance of either (or both) (after scaling) to less than 50%, and thus increase the instability potential of these LV's structural coefficients? In two of the three examples above, AVE's and correlations combined to reduce unique error-free variance after scaling to questionable levels for "reproducibility" in Campbell and Fiske's (1959) terms. 

For emphasis, 

o with or without obvious discriminant validity problems in the Fornell and Larker sense (i.e., failure(s) of Fornell and Larker's AVE's-versus-squared-correlation (discriminant validity) test), lower AVE's can produce discriminant validity/reproducibility problems (i.e., AVE is insufficient to avoid an increased potential for structural coefficient instability) (see Example 1 above). 

o Lower AVE LV's should be investigated for the possibility that their unique error-free variances are less than 50%. There probably can be no firm rule, but Fornell and Larker's suggestion that AVE should be above 0.50 may be insufficient with independent variable correlations above 0.30. Experience suggests that unique error-free variances should be investigated in all correlations larger than 0.7 (again see Example 1 above), especially if an AVE of the LV's involved is less than 0.60. 

o Discriminant validity problems should be addressed by raising AVE, not by scaling. 

o And finally, any unremedied low unique error-free variance problem should be discussed in the Limitations section of the study's paper, and any discussion of the implications of a significant unremedied low unique error-free variance LV should be prefaced with a caveat that these results are based on more than 50% unique error variance, and thus may be an artifact of the study.
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(End)

DUMP


(check all?) 

(?important combs=conceptually distinct-operationally distinct & conceptually distinct-operationally indistinct)

conceptually distinct-operationally distinct (corr below .7, AVEvcorr2 OK)--SAT-INV?

conceptually distinct-operationally indistinct (above .7, AVEvcorr2 not OK)--SAT-OC

conceptually indistinct-operationally distinct (below .7, AVEvcorr2 OK)--SAT-RCBag

conceptually indistinct-operationally indistinct(above .7, AVEvcorr2 not OK)--SAT-Bag, 2 halves of oc F1, corr = .996

Cases should be omitted randomly to preserve the representativeness of the sample.

?different had a correlation of .883, could not constrain LISREL to 1--fitted cov matrix not PD--however, chi sq diff test was already signif...

What is cutoff corr for acceptable reliab/AVE?

?However, as implied above, hi cov can ruin reliab and AVE. And, hi cov can change estimation results (t's become NS w reesid centering).

?Thus, while an AVE less than the square of a shared correlation may signal discriminant validity difficulties, it may be prudent in theory testing to residual center, as described above, for any corr above .7, then verify that reliability and AVE, and estimation results, are acceptable. If these are unacceptable or interpretation changes, operational overlap may be too high for trustworthy model est. 

?The larger AVE LV's (e.g., Z's) AVE can become unacceptable with covariance scaling. In that case, Z's AVE should then be improved. If Z's AVE cannot be sufficiently improved, the scaling factor, K, should be reduced to preserve Z's reliability at 0.7 or above, and the above "first-time study" argument might be used.

?both the unscaled and scaled results should be reported, because the "importance" (i.e., the standardized structural coefficients) of Z is reduced in all its associations in the model. 

While any unstandardized structural coefficient involving Z and its t-value is unchanged by its scaling (i.e., subtracting K*( b0 + b1X) from Z in each case), scaling Z reduces its variance, and thus it reduces any standardized structural coefficient (beta) involving Z. The range of Z is also reduced by this scaling which may affect interpretation of the model test results. 

?This leaves Fornell and Larker's proposal, the AVE's-versus-squared-correlation test. However, for two LV's that fail Fornell and Larker's AVE's-versus-squared-correlation test, it is easy to show that all error free variance is not contained in the correlation between them. For example when two LV's, with AVE's of .47 and .72, and a squared correlation of .79 (i.e., their squared correlation/covariance was larger than either LV's error-free variance/AVE), had the larger AVE LV's variance scaled to zero correlation between them (i.e., K = 1 in Equation 1), the larger AVE LV had 27% error free variance (i.e., a 0.27 AVE). In different words, all the covariation between the LV's was removed by scaling, yet there still was error-free variance (AVE) in the larger LV of 0.27, and error-free variance (AVE) in the (unscaled) smaller AVE LV of 0.47. This could be interpreted as suggesting that the LV's were operationally distinct (i.e., discriminant valid). (In real-world data, experience suggests that only if the variance of an LV is equal to the covariance with another LV is there complete operational indistinctness).

?Thus, discriminant validity might be viewed in terms of the degree of pairwise collinearity, and the attendant instability of structural coefficient estimates. Stated differently, is the covariance between two LV's high enough to reduce the unique error-free variance of either to less than 50%, and thus increase the instability of the low unique error-free variance LV's structural coefficients? In the above example, the amount of unique error variance in the larger AVE LV was 73% (= 1 - .27). This suggests that any of its associations is largely the result of measurement error, which should produce different results (i.e., instability) in subsequent studies. Note that both LV's failed Fornell and Larker's AVE's-versus-squared-correlation test.

?In another example, the AVE's of two other LV's were .72 and .87, while their correlation was -.71 (the cov, corr2, was .50). Scaling the larger AVE LV to zero corr, reduced its AVE to .77. In different words, the amt of uniq err var in the lgr AVE LV was 23% (= 1 - .77). This sugg that any assoc is largely the result of error-free variance, which should produce (compar) fewer diff results (instab) in subseq studies. Perhaps not coincidently both LV's pass the AVE's-versus-squared-correlation discriminant validity test.

?As another exa, the AVE's of an additional two LV's were .49 and .68, while their corr was .75 (the cov, corr2, was .57). Scaling the larger AVE LV to zero corr, reduced its AVE to .46. In different words, the amt of uniq err var in the lgr AVE LV was 54% (= 1 - .46). This sugg that any assoc is more the result of error variance than error-free var, which should produce (slightly) more diff results (instab) in subseq studies than if it were higher. Note that one LV failed the AVE's-versus-squared-correlation discr validity test. Also note that the AVE's-versus-squared-correlation discr validity probs  could be remedied by incr AVE in one or both LV's, and by scaling the cov to less than either AVE's. (However, unique err var still too high?)

?Thus, experience suggests that when the AVE's-versus-squared-correlation discriminant validity test for X or Z is failed, it may imply that unique error-free variance in one or both of the LV's involved is lower than is desirable to avoid excessive instability in structural coefficients involving X or Z. And, AVE sb improved, and although cov could be scaled, unique err var still too high(?).
� In a (maximum likelihood) exploratory factor analysis, the "Percent of Variance Explained" by Factor 1 can be used to gauge changes in AVE in a unidimensional set of items--it is roughly the same as AVE.





� Dropping the case that detracts most from AVE is arguably "not random," and this casts a shadow over sample "representativeness." An improvement would be to randomly select a case from the set of cases that detract most from AVE. Alternatively, cases could be deleted randomly and the first case that improves AVE could be dropped.


� A careful reading of Campbell's writings suggests that their notion of discriminant validity is evidenced by low correlations with other variables, rather than the popular requirement of a lack of population correlations of 1 (i.e., empirical or operational distinctness).





