A Note About "Just Create a Student Exit Survey..." 


Robert Ping


Associate Professor of Marketing


College of Business Administration


Wright State University


Dayton, OH 45435


 (937) 775-3047   (FAX) -3545

rping@wright.edu
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ABSTRACT

Recently, regional university-wide accreditation bodies began requiring higher education program assessments at a departmental level. Among other things, these assessments require direct measures of student attainment of specified learning objectives (e.g., student proficiency exams). They also require indirect measures of the attainment of these objectives (e.g., student exit surveys and student focus groups). Because they are not available either commercially or by example, this paper describes what should have been the straightforward development of an indirect measure student learning objectives, an exit survey, at the marketing-department level. "Just creating a survey" was hampered by small and infrequent samples, and the resulting exit survey employed bootstraps, and "bloated specific" measures.

INTRODUCTION

Authors have commented on the "quality movement" in higher education (e.g., Al Bandary 2005, Rhodes and Sporn 2002, Soundarajan 2004, UNESCO 2005, Van Vught 1988, Vidovich 2002). Specifically, accreditation agencies such as business schools' Association to Advance Collegiate Schools of Business (AACSB), and universities' Council for Higher Education Accreditation's (CHEA) regional accreditation body, the Commission on Institutions of Higher Education, North Central Association of Colleges and Schools (NCA)
 now require multiple assessments of student learning outcomes--what students should know, and increasingly what students should be able to do (e.g., Bloom 1956). 

These assessment requirements mandate assessment plans that are composed of statements of student learning objectives and outcomes, and requirements to measure (assess) whether students are achieving these learning outcomes. They also require a process whereby assessment leads to improvements (e.g., Engineering Accreditation Commission 1998, (NCA) Handbook of Accreditation 2003, UNESCO 2005) (also see Soundarajan 2004). There are also requirements for multiple measures of student learning outcomes: direct measures such as student proficiency exams, and their papers and presentations; and "indirect" measures, such as student exit surveys, student focus groups, employer surveys, and alumni surveys.

While the AACSB does not require assessment at the departmental level, regional university-wide accreditation bodies in higher education such as the NCA now require departmental-level assessment.
 More important, even without a requirement for departmental-level assessment, such assessment will be necessary to "control," in the Management sense, the eventual departmental-level responses to AACSB mandated College-level assessments. Indirect assessments such as exit surveys also have several attractive attributes, including that they provide useful insights into student attitudes, that other direct and indirect assessment techniques do not provide.

Academic program assessment has received attention recently (e.g., Banta, Lund, Black and Oblinger 1996; Banta 1999; Boyer 1990; Elphick and Weitzer 2000; Glassick, Huber and Maeroff 1997; Loacker 2000; Mentkowski 2000; Palomba and Banta 1999, 2001; Palomba and Palomba 1999; Schneider and Shoenberg 1998; and Shulman 1999) (also see the influential older cites in Van Vught and Westerheijden 1994). However, the program assessment literature provides little guidance for student exit interviews (surveys) at a departmental level such as Marketing. 

The firm, Educational Benchmarking (EBI), provides an exit "interview" (it is actually a survey) for assessing undergraduate students at the degree level such as the College of Business. However, we could find no such "off-the-shelf" offering for student exit surveys at levels below that, such as the undergraduate Marketing major.

A search of the World Wide Web, including North Carolina State's web site devoted to higher education assessment (www2.acs.ncsu.edu/UPA/assmt/resource.htm), suggested student exit "interviews" at the department level were either in a developmental stage or not well-documented. 

THE PRESENT RESEARCH

After exhausting the available resources, we discontinued our search for an off-the-shelf exit survey for departmental level assessment, or a survey that could be used as a benchmark for such an assessment, and we decided to create our own exit interview. Influenced by the EBI Undergraduate Business Exit Survey mentioned above, we elected to use a survey format for our exit "interview." This format is familiar to students, and it facilitates quantitative period-by-period comparisons. 
UNANTICIPATED ISSUES

Although "just creating a student exit survey" appeared to be little more than a simple exercise in survey development, several difficulties quickly surfaced. For example, to increase reliability, multiple measures of the marketing program objectives and outcomes are desirable, and reliability statistics such as coefficient alpha assume unidimensionality. However, gauging unidimensionality in an over-determined multi-item measure can require samples that are larger than the number of graduating seniors produced by many marketing departments, including ours, even across multiple years. Alternatives, such as pooling samples collected across time, have drawbacks. Pooling risks confounding reliability and aspects of validity with program changes (e.g., changes in faculty, changes in textbooks, etc.) that occur across time. While there is a literature on small samples, we could find little practical guidance on how to determine reliability/validity in infrequent and small samples. Further, even with pooling, the elapsed time required to develop a valid and reliable exit survey using small and infrequent samples may tax the patience of other faculty who may not appreciate the above development "details," and it may exceed the time available until "assessment progress needs to be shown." 

We encountered other developmental difficulties. The measurement literature is dominated by the domain sampling model (see Nunnally and Bernstein 1994; however, also see MacCallum and Browne 1993) which assumes an unobserved variable such as a program objective has a "domain" of multiple observed "instances" of that unobserved variable that can be measured (also see Ajzen and Fishbein 1980). However, the departmental goals each had dozens of (unobserved) objectives and outcomes that would require measurement in an exit survey. As a result, the construction and validation of multiple (observable) "instances" of each objective/outcome (at least three are required for exact determination in factor analysis) using a domain sampling approach was judged to be infeasible because of the time and resources required. 

For these and other reasons, the exit survey soon became a non-trivial undertaking. The present research presents the development of this exit survey to begin to address the knowledge and documentation gaps in this area. Specifically, because this research is within the logic of action research (e.g., Winter 1989)--plan, act, observe and reflect--it documents the development of a departmental exit interview, which should be useful in future "actions," the development of similar assessment instruments. 

(Note to reviewers: the present research is submitted to Marketing Researchers because informal reviews of this paper suggested that Marketing Educators may not fully appreciate the above development difficulties. It retains some of its Marketing Educator flavor and level of detail, however.)

APPROACH


Because we had previously developed goals for student learning (e.g., obtain employment), along with student-learning objectives tied to these goals, and learning outcomes tied to these objectives, the remaining tasks appeared to be similar to those of designing a survey that measured many constructs: develop a questionnaire, and develop the rest of the survey protocol (i.e., the administration procedures). Toward this end, several tasks were comparatively easy. Because we would be measuring students' opinions, beliefs and attitudes we elected to use Likert-scaled items in our questionnaire. Although other item types were considered (e.g., open-ended questions, other rating scales, etc.), Likert scales were familiar to most students. Also, because pencil-and-paper tests were a familiar medium to students, these Likert-scaled items were placed on a pencil-and-paper questionnaire (web-based testing using on-line services such as Blackboard, WebCT, etc. could be used later). 

The approach used to develop the exit survey was a synthesis of suggestions made by authors primarily in the theoretical model testing venue (i.e., hypothesis testing). It consisted of:

(1) Define the constructs to be measured, 

(2) Generate item pools, 

(3) Validate the measures, and 

(4) Optimize the questionnaire length. 

Several of these steps had sub-steps: 

(2a) Item judge the item pool to gauge content or "face" validity, 

(3a) Administer the items to a development sample, 

(3b) Verify reliability, 

(3c) Verify other aspects of validity,
 

(4a) Remove low reliability items, and 

(4b) Choose between single-item measures and multiple-item measures

(see DeVellis 1991; Fink 2005; Hopkins 1997; Nunnally and Bernstein 1994; Patten 2001; Peterson 2000; Ping 2004a, 2004b).

Since most of these development steps are familiar, we will discuss in detail only those steps that address unanticipated development issues. For example, there is little practical guidance for Steps 1 and 2 (define the constructs and generate items), when the unobserved variables are dozens of learning objectives and outcomes, so these steps are discussed in some detail. For completeness, however, we also will at least sketch the other steps.

STEP 1



In Step 1, define the constructs, we had previously developed marketing undergraduate programmatic goals, objectives and outcomes. These goals primarily involved student employment or graduate work in Marketing, and included, for example, statements such as "...hold an entry-level Marketing position in a business or non-profit organization." To identify specific objectives beneath these general goals, we were guided by Ajzen and Fishbein's (1980) writings involving attitudes. Specifically, we elected to view goals as attitudes, such as "I am qualified to hold an entry-level marketing position... ." Ajzen and Fishbein (1980) argued that overall attitude toward a construct is mentally "determined" by attitudes toward important attributes, features, benefits, etc. of that construct. Thus, the important attributes, features, benefits, etc. of each goal were identified. Because students were unable to reliably determine these attributes, departmental faculty identified the important attributes of each goal, and labeled these "learning objectives." 
 Repeating this process for each identified learning objective, we developed the important attributes of attitude toward each learning objective, which we termed "learning outcomes" 
 (examples are provided below). 

STEP 2

The resulting learning objectives and outcomes were complex statements containing conjunctions (e.g., "suggest appropriate marketing strategies and tactics for both domestic and global business situations"). In our literature search we also found no guidance for measuring these compound statements that comprised learning objectives and outcomes. Thus, to generate item pools for Step 2, each of these compound statements was separated into its nouns with their modifiers, which we will term "facets," by dropping verbs and substituting punctuation for conjunctions.

This produced the facets, for example, "appropriate marketing strategies," "appropriate marketing tactics," "appropriate marketing strategies for domestic business situations," and "appropriate marketing tactics for global business situations"--four "facets" for the above objective.

Next, for each of these facets (sentence fragments), at least three items were generated in order to produce exactly- or over-identified facets for factor analysis. This produced for the facet "appropriate marketing strategies," for example, "I can develop appropriate marketing strategies," "I can propose appropriate marketing strategies," "I can describe appropriate marketing strategies," etc. (these "bloated specific" items--see Cattell 1973, 1978--are discussed later). 

Several comments about item generation in this particular case may be of interest at this point. We judged the choice of verbs to be important (see www.ncgia.ucsb.edu/education/ curricula/giscc/units/format/outcomes.html for suggestions), and we gave preference to "doing" verbs over less action-oriented verbs (e.g., "describe" versus "learned"). There appears to be little agreement on the use of polar items (i.e., "I am certain that I can define strategic planning," versus weaker phrasings), and the use of negative phrasing (e.g., "I do not believe I can do strategic planning," etc.). Our choices were to avoid polar and negative statements (anecdotally, there is some evidence that negative items tend to cluster in their own factors). The result was a rather large pool of items (i.e., 5 learning objectives, each with multiple facets from conjunction removal, and up to 5 learning outcomes per learning objective facet, each with 3 or more items per facet). 

STEP 2A

The resulting items were item judged to gauge the content or "face" validity of the items--how well the items tapped into the learning outcomes. Although this process is familiar, several details may be of interest. Specifically, these items were placed on a document for item judging to gauge content or "face" validity of the items--how well the items tapped into the learning outcomes. The procedure used for item judging was to ask the judges (four terminally degreed departmental members) to assign each item to one learning outcome. The result was a document from each judge containing each learning outcome with the item numbers of the items that appeared to tap into the learning outcome penciled in. 

Several additional comments may be of interest. Since we were measuring learning outcomes, the item-judging document did not contain the learning objectives. Even though there were items measuring facets of learning objectives, item judging that was restricted to outcomes assumed that outcomes are the apriori attributes or requirements for the objectives, which in turn are the attributes or requirements of the goals, all of which would be verified later using factor analysis.

There was little agreement among the judges on the items assigned to a learning outcome, so we excluded items that were not assigned to the same learning outcome by at least three out of the four judges. Because in some cases fewer than three items per facet resulted from this exclusion criterion, we added a few items that were minor rewordings of items that were not excluded. 

STEP 3

Then, a questionnaire containing these items was constructed. The format selected involved a one-page cover letter explaining the importance of the student's responses, and stressing that their responses would be completely anonymous (see Exhibit A). Each item used a five-point scale (i.e., Strongly Agree, Agree, Neutral, etc.) that appeared opposite the item (see Exhibit B).

Several more comments concerning details of may be of interest at this point. There is little agreement on the use of five-point scales with Likert items versus seven-point scales, but the use of a neutral scale point was deemed important because it produced an "equal interval-like" scale (i.e., the resulting perceptual "distance" between each scale point was about the same--without a neutral point the perceptual distance between agree and disagree is greater than the perceptual distance between strongly agree and agree, for example) so that analytical techniques which assume at least interval data could be used (e.g., factor analysis). A "Not applicable" response was not provided because all the items were deemed "applicable" (and "Not applicable" produces quantitative analysis difficulties). Experience suggests the choice of font may affect non-response rates in long questionnaires, and font judging was conducted for "tone" and readability. There is also little agreement on whether to "block" items together, or to mix them up randomly throughout the questionnaire. Blocking was chosen because it focuses the respondent on the learning area (e.g., Consumer Behavior) which may increase reliability, and because of the improved visual effect of items punctuated with a paragraph of text instead of a monotonous sequence of items. Each block of items was preceded by a "prompt" to prepare for the next block of items (e.g., "Now think about what you have learned about Consumer Behavior...") (see Exhibit B).

STEP 3a

Next, the rest of the protocol was designed and it was administered to several graduate students for "protocol testing," to uncover wording (validity) problems (see Dillon, Madden and Firtle 1994). In a protocol test a subject completes and turns in the questionnaire, and then the subject is interviewed by the administrator for his or her response to each item (e.g., "On the next item, 'I can describe strategic planning,' what was your response?). The administrator compares the verbal response to the written response, and a discrepancy usually indicates a problem with an item.

In addition, the protocol was administered to sections of the introductory marketing course at the end of the course to uncover administration problems, and to provide estimates of the non-response rate due to incomplete and blank questionnaires, and an estimate of the completion time for the questionnaire.

Several additional comments may be of interest. By this time the difficulties of debugging a large number of measures using small and infrequent samples of graduating marketing seniors were apparent. We had hoped to use the data from the introductory marketing classes to (very) roughly gauge reliability and convergent validity. However, the psychometric results across the sections of the introductory marketing course were sufficiently different that they were not used. 

Nevertheless, keying the resulting data and the attempted psychometric analyses uncovered several problems with the questionnaire and the rest of the protocol that would not have been discovered until much later. For example, items on the questionnaire were blocked by subject, but items with similar wordings sometimes appeared one-after-another, which tended to produce respondent "echeloning" (i.e., marking the same response for all the similarly worded items). Several students also asked about items related to strategic planning, which suggested item validity problems. One of the factor analyses also suggested that the ethics items tended to cluster together regardless of where they appeared on the questionnaire. 

The questionnaire also contained demographic information, which in a few cases caused difficulty during administration because students thought it might be used to identify them. As a result, the demographic items were reduced to bare minimum, except for "Grade Average in Marketing" and GPA, which were to be used in later regression analysis, and students were instructed to skip any demographic items they were worried about.

The protocol was designed to include no response incentive (e.g., no extra credit), and was administered in the capstone marketing course and during class. While intro to marketing several students turned in blank questionnaires, several questionnaires were echeloned, and some had missing items, the lack of a response incentive (i.e., no extra credit) was judged to not have materially affected response rates. 

STEPS 3a AND 3b

The refined protocol (see Exhibits A and B) then was administered in the capstone marketing course producing 36 questionnaires (the capstone course is offered several times throughout the year and several students were absent). One student turned in a blank questionnaire, and five turned in questionnaires with missing items reducing the number of usable questionnaires to 30-35 depending on the analysis. 

Because this provided enough cases to preliminarily factor up to 7 items at a time with 1 case per variance-covariance matrix entry, we used this data to roughly gauge the psychometrics of subsets of items. These analyses hinted that each set of items originally item-judged to tap a learning objective was unidimensional using maximum likelihood (exploratory) common factor analysis. This also enabled rough estimates of convergent validity determinations using Coefficient Alpha and the "Variance Explained" (percentage) statistic produced in each objective's factor analysis (see Fornell and Larker 1981). These reliabilities were 0.70 or above. The estimated explained variances were 0.50 or above, hinting that each objective's items had 50% or more common or shared, error free variance (again see Fornell and Larker 1981). 

SUBSEQUENT ADMINISTRATIONS

The unchanged first-administration protocol was then re-administered in the next offering of the capstone-marketing course. Pooling the resulting cases with the first administration, we repeated the (rough) factor analysis, reliability and validity determinations. (Pooling cases across two successive administrations was judged adequately acceptable--the administrations were less that six months apart, and aside from a few textbook changes, the student cohort, faculty, syllabi and pedagogy were considered not to have changed materially in that time.) With few exceptions, the items clustered as expected, suggesting that the items measured the appropriate learning outcomes. Reliabilities and convergent validities for the items in each learning outcome were also deemed acceptable--above 0.70 and 0.50 respectively. 

To gauge our apriori assumptions regarding the higher order-factor structure of goals that were "indicated" by objectives, which were in turn indicated by outcomes, the items in each learning outcome factor were summed. The resulting summed items, one per factor, were factor analyzed again to investigate how they clustered: did they cluster into factors that approximated the apriori learning objectives? While these summed items clustered into fewer factors than there were learning objectives, the resulting factors were judged to be acceptable learning objectives, and likely to be attributes/requirements for the apriori program goals. Reliabilities and convergent validities for these (summed) learning objective items were computed, and they were above 0.70 and 0.50 respectively, and thus judged acceptable. 

NEXT STEPS

To finalize steps 3 and 4 (i.e., compute reliabilities, etc. and optimize the questionnaire length), we could have used the psychometric results (e.g., reliabilities, etc.) at hand, but these results were based on fewer than 100 cases. Alternatively, high reliability items could be (dis)confirmed using further protocol administrations, and low reliability items could be dropped later. 

However, the protocol administration windows were six months apart which presented several obstacles. The sources of variation that could affect averages by facet, learning outcome and learning objective were legion. They included random differences in each protocol administration. Sources of variation may also include faculty hiring and retirements, changes in global, department-wide, or individual class grading standards, and changes in textbooks. Global or local changes in course rigor, variations in attitudes toward instructors, global or local changes in contact time such as changing a three-hour course to a four-hour course, changes in class size, and global or local changes in student-course involvement may also produce variation in the averages by facet, learning outcome and learning objective. Variations also may result from longer-term changes in student cohorts such as changes in admission standards and student ability, student preparedness, and changes in pedagogy such as "teaching to the test" and focused instruction in below-average facets. 

Ideally, these sources of variation should be controlled while the survey protocol is shown to be valid and reliable. Without reliability and validity, and controlled sources of variation, changes in key statistics could be due to the lack of stability in the items, or changes in the program, etc., or both.

Thus, several additional administrations with about the same psychometric results would have been desirable to assure that reliability and convergent validity were acceptably stable. (Reliability and convergent validity are sampling statistics, with unknown confidence intervals, that will vary across samples.) In the meantime, the marketing program should be "frozen" to the extent possible to minimize sources of variation while the assessment protocol is shown to be psychometrically stable. 
However, freezing the marketing program was not possible. Thus, subsequent administrations to finalize the protocol were risky because of the potential for confounded results posed by the uncontrolled sources of variation in an unfrozen program. 

In addition, because the exit survey development process was now in its second year, there was dissatisfaction with the prolonged development activity, especially when it involved the lengthy measure development questionnaire which took considerable classroom time and student effort to complete. There was also a growing interest in showing assessment "progress" beyond development activities. Finally, additional administrations would yield fewer than about 100 more cases per year.

FINALIZING STEPS 3 AND 4 

Facing the prospect of another year or more of additional administrations, with the difficulties just mentioned and the possibility of chasing a "moving target" with an unfrozen marketing program, we elected to finalize Steps 3 and 4 using a bootstrap (see Efron 1981) of the data at hand. A bootstrap involves randomly removing cases (10-20%) from a data set and analyzing the remaining cases. Then, the removed cases are replaced, a second set of cases is randomly removed, and the remaining cases are analyzed. This process is repeated and the analyses are examined across the resulting set of subsamples typically to construct confidence intervals for target statistics. In this case we were interested in identifying potentially low reliability and low convergent validity items, with these items as candidates for weeding to reduce questionnaire length. We judged this approach to (roughly) provide a statistical equivalent of additional administrations to the target population as it currently existed, unaffected by changes from the above sources of variation (these matters are discussed later).

After using the bootstrap process to identify candidate items for deletion, we administered the first administration protocol once more to disconfirm the bootstrap results. The resulting disconfirmation results from this additional administration were investigated further by bootstrapping the additional administration cases. This bootstrap identified items with high and low reliabilities and convergent validity. 

Then we dropped the "confirmed" low reliability/low convergence items to reduce the size of the questionnaire, and retained the higher reliability/higher convergence items and those items for which there was some question about their reliability because of variation between the samples. The result was a comparatively more compact questionnaire with what we judged to have an acceptable risk of inference errors. 

Specifically, the bootstrapping approach was judged acceptable because we were confident that a sufficiently valid and reliable protocol for the present situation had resulted. In particular, since a marketing program and its environment are dynamic rather than static, we anticipated redeveloping our questionnaire periodically. Stated differently, just as a marketing plan is expected to respond to a non-static market and thus it should be revised, it may be unrealistic to expect a static exit survey to effectively measure a "moving target" for very long.

COMMENTS

With the items judged to adequately measure the appropriate (unobserved) learning outcomes (i.e., they had acceptable reliabilities and convergent validities), we factored the set of, in some cases summed, outcome items, again using maximum likelihood exploratory common factor analysis, to gauge the psychometrics of each learning objective. Specifically, did the set of (in some cases summed) outcome items cluster into factors that approximated the apriori learning objectives? Again, these summed items clustered into fewer factors than there were learning objectives, but the resulting factors were judged to be acceptable learning objectives, and likely to be attributes/requirements for the apriori program goals. Reliabilities and convergent validities for these (in some cases summed) learning objective items were recomputed, and again were above 0.70 and 0.50 respectively and thus judged acceptable. 

To gauge the factor structure of the learning objectives versus the program goals, the (in some cases summed) items in each learning objective factor were summed again, and they were factor analyzed again to investigate how they clustered: did the learning objectives cluster into factors that approximated the program goals? However, these learning objectives were multidimensional (i.e., they clustered into several learning objectives factors). Nevertheless, the resulting factors were judged to be acceptable attributes/requirements for "higher-order objectives." Repeating this process, the sums of the items in each of the "attributes/requirements for higher-order objectives" factors were unidimensional, but their "Variance Explained" (percentage) statistic was low, less than 0.50. This suggested that more work was needed to apriori determine the important attributes, features, benefits, etc. (i.e., learning objectives and outcomes) of each goal (this matter will be discussed later).

The details of steps 3 and 4 (i.e., compute reliabilities, etc. and optimize the questionnaire length) were as follows. Unreliable items were identified, for example, using standardized factor loadings (the square of this loading is an estimate of that item's reliability--see Bollen 1989). A low convergent validity measure would have a "Variance Explained" (percentage) statistic produced in a maximum likelihood (exploratory) common factor analysis of less than 0.50. The convergent validity of a set of items should be gauged by factoring just those items (i.e., without other items present). Convergent validity for a single item is defined to be its reliability in domain sampling theory (see Nunnally and Bernstein 1994).

Items having reliability confidence intervals from bootstrapping with a comparatively high likelihood of containing a reliability value of 0.8366 (= the square root of 0.70), and items having convergent validity confidence intervals with a comparatively high likelihood of containing the convergent validity value of 0.50 were candidates for deletion. (With sufficient bootstraps the standard error of a reliability or convergent validity, the square root of their variance divided by the square root of the numb of bootstraps, were small so average reliability or convergent validity values could also have been used instead of confidence intervals.)

For measures that were judged likely to be convergent valid (the confidence interval was judged to have a comparatively low likelihood of containing 0.50), the most reliable item (i.e., the item with the largest standardized loading) was chosen as the single item measure of the target facet. (In multi-item measures, acceptable convergent validity is sufficient to establish acceptable reliability (see Fornell and Larker 1981)). For measures that were judged not likely to be convergent valid, items were weeded to improve reliability if possible. If the resulting measure had a reliability that was approximated by an item's standardized loading (an estimate of its reliability), this items was chosen as the single item measure of the target facet. If the measure was judged substantially more reliable than any of its items the measure was used. 

The approach used to produce items for the facets of the learning outcomes amounted to slight verb changes in Likert items such as "I can develop appropriate marketing strategies," "I can propose appropriate marketing strategies," "I can describe appropriate marketing strategies," etc. This approach has been criticized in the psychometric literature because it produces "bloated specific" measures, operationally narrow instances of their target construct (Cattell, 1973, 1978). However, in the present case this was judged to be desirable for several reasons. The time required to write conceptual definitions, phrase these conceptual domains, then write the operational definitions of scores of facets, so that item pools could be created, was judged to be not available. In addition, a "bloated specific" itemizing approach was judged to be more appropriate than a domain sampling approach in this case because the ideal questionnaire was to be composed of single items with minimum measurement error. Anecdotally, this approach is sometimes used in the marketing research industry, and it is similar to finding the "best" (most reliable) Likert item that asks about overall satisfaction. 

The desire to suspend questionnaire development and "just come up with some questions" surfaced early for several reasons, including the elapsed time versus the need to report "real" assessment progress, and the length of the questionnaire used to debug the exit interview measures. As previously implied, this was the primary reason for using bootstrapping. For emphasis, the logic behind using bootstrapping was that bootstraps simulate sampling variation (see Efron 1981). It also enabled the creation of slightly finer grained criteria for item deletion (confidence intervals).

Computing mean attitudes toward learning outcomes was done next, and the lowest learning outcomes were targeted for intervention. Because of space limitations these matters will not be discussed.

SUMMARY AND CONCLUDING REMARKS

This research presented the development of an apparently straightforward task, the development of a valid and reliable survey, that is constrained by small and infrequent samples in a dynamic environment. To shorten development time without unnecessarily sacrificing reliability, bootstrapping and "bloated specific" measures were utilized.

The problem with higher-order (apriori) objectives that subsequently did not cluster well into programmatic goals, surfaced early in the development process: students could not reliably identify learning objectives for programmatic goals. These two results suggest that students did not have innate or learned knowledge structures that "connected" learning objectives to programmatic goals. Assuming programmatic goals such as employment are correct, this has a subtle implication for subsequent intervention: students do not "see" the connections between (apriori--departmentally constructed) learning objectives/outcomes and (shared) programmatic goals, and by implication, the validity of these "connections" should be (re)examined or the connections should be taught.

Further analyses of the data are planned. A segmentation of each learning objective into high, medium and low attainment/performance "segments" is usually available using Ward's method (and squared Euclidean distance), then performing a discriminant analysis on the 3 clusters. Usable results usually require all of the learning objective's items (frequently the more the better, which argues against removing even low reliability items), and one or more profiling variables (e.g., student grades). A comparison of the means of the profiling variables in each of the three performance clusters should be informative if there are anomalies (e.g., the mid-GPA students believed they learned the most, etc.). 

We also plan to "segment" each learning objective by student "performance" (e.g., what is the profile of those who "learned a lot?," etc.), perhaps so we can focus our efforts. We also plan to regress grades on learning objectives or outcomes to identify the "drivers" of student grades (i.e., what learning objectives/outcomes are most correlated with student grades). We plan to examine the results of the learning objective factor analyses to identify "top of the mind" items (see Boyd, Westfall and Stasch 1985) (i.e., which items are most important/highly correlated with their learning objective, and summing items for each learning objective and factoring again, which learning objective(s) are most important to students?), and of course to compute mean attitudes toward learning objectives and outcomes.

We also are conducting proficiency exams in the same subject areas as the exit interviews and with the same learning outcomes. Proficiency exam scores or their trends will be compared with those from the exit interviews. Although any relationship between exit interview scores and proficiency exams is possible, the most likely one may be an apparent discrepancy between the exit interview results and the proficiency exam scores. This is likely because of the well-known difficulties in comparing objective test scores with perceptions (e.g., students may believe they have attained a learning objective when an objective measure suggests they have not, etc.). In addition, valid and reliable objective tests are sufficiently difficult to create that reliability and validity are frequently ignored in their construction (in addition, some learning objectives like marketing plans are difficult to objectively measure).
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Exhibit A--Exit Interview Cover Letter

2005 MARKETING CLASSES QUESTIONNAIRE

Dear Business School Students:

I know your time is valuable, so I will be as brief as I can. I think you'll agree that what you learn in a course is very important. Unfortunately, a course grade may or may not be good indicator of that. Because only you know this information, I think you'll also agree it's important that your opinions be heard.

You are part of a small sample of students being asked to give their views on what you've learned in your Marketing Classes. Unfortu​nate​ly I can't be more specific without risking influencing your responses. However, I can tell you that your responses on the attached inventory will help us not only in designing and improving courses, but also in the accreditation of your Business School. 

Most of the questions in the attached inventory are about how you feel about what you have learned in your Marketing Classes. Your answers are completely anonymous, and they will be held in the strictest confidence. There are no identifying marks anywhere on this inventory, and once your answers are processed, your inventory will be destroyed. Thus, your responses cannot possibly be traced to you.

Because the number of students receiving this inventory is small, your responses are critical to the success of this study. So, I would ask you to please answer each question, and do not skip any.

If you would like to see a copy of the first report from this research (due (date)) please mention this when you turn your inventory in.

THANKS IN ADVANCE FOR YOUR HELP!

(Name), Ph.D.

Associate Professor of Marketing

Exhibit B--Exit Interview Questionnaire (Page 1 of 7) (Gridline were turned off for printing)

INSTRUCTIONS: The statements below ask for your views on what you've learned in your Marketing Classes. Please respond to these statements by 

CIRCLING A LETTER to indicate your response on scales like the following:

 Neutral

Strongly

(Neither agree

 Agree
Agree
  nor disagree)
Disagree 
Disagree

  SA
  A

N

   D

  SD

Some of the statements below may seem redundant. Actually, redundancy is important to finding the highly reliable statements. PLEASE DO NOT TRY TO REMEMBER HOW YOU RESPONDED TO SIMILAR STATEMENTS EARLIER. Please make each response a separate and independent judgement. Also, please work at a fairly high speed through this inventory and do not worry or puzzle over individual statements. It's your first impression, your immediate "feeling" about each statement, that we want. On the other hand, please do not be careless in your responses because we want your true responses.

The questionnaire is a little longer than we would like, and subsequent versions should be much shorter once we figure a few things out. Please be patient with the questionnaire and WORK RAPIDLY, BUT PLEASE RESPOND TO EACH ONE OF THE STATEMENTS.

Now, please think for a moment about the topic of CONSUMER BEHAVIOR. In your Marketing Classes did you learn about consumer behavior? Did you learn about the consumer decision-making process? Did you learn how consumer behavior affects marketing decisions? 

Here are some statements about what you learned about CONSUMER BEHAVIOR. Please circle your degree of agreement or disagreement with each statement.


Strong-

ly Agree

   :

   :

   :

   :
Agree

  :

  :
Neutral (neither agree nor 

dis-agree)

    :

    :

    :
Dis-

agree

  :

  :

  :

  :
Strong-ly Dis-

agree

   :

3a. I understand consumer behavior.
SA
A
N
D
SD

t1. I have learned the different personal, societal, and situational influences on consumer behavior.
SA
A
N
D
SD

7a. I understand the variations of consumer behavior patterns across markets and products.
SA
A
N
D
SD

6a. I understand the consumer decision-making process.
SA
A
N
D
SD

u1. I have learned the different consumer behavior patterns across markets and products.
SA
A
N
D
SD

4a. I understand how consumer behavior affects marketing decisions.
SA
A
N
D
SD

5a. I understand the personal, societal, and situational influences on consumer behavior.
SA
A
N
D
SD

u2. I know about the consumer behavior patterns across markets and products.
SA
A
N
D
SD

t2. I am aware of the personal, societal, and situational influences on consumer behavior.
SA
A
N
D
SD

Please go on to the next page
 ————————————————————>

Exhibit B--Exit Interview Questionnaire (Page 2 of 7) (Gridline were turned off for printing)

Now think a moment about the topic of MARKETING in general. In your marketing classes did you learn MARKETING TERMINOLOGY? Did you learn about the elements of the MARKETING MIX? PROMOTION strategies? Etc.?

Here are some statements about what you learned about MARKETING in general. Please circle your degree of agreement or disagreement with each statement.


Strong-

ly Agree

   :

   :

   :

   :
Agree

  :

  :
Neutral (neither agree nor 

dis-agree)

    :

    :

    :
Dis-

agree

  :

  :

  :

  :
Strong-ly Dis-

agree

   :

FK. I understand the marketing mix elements.
SA
A
N
D
SD

Q. I can describe the major promotion strategies and tactics.
SA
A
N
D
SD

8a. I have learned how to suggest appropriate marketing strategies and tactics for business solutions.
SA
A
N
D
SD

9a. I can describe major product strategies and tactics.
SA
A
N
D
SD

V. I have learned how to explain the major concepts of marketing.
SA
A
N
D
SD

10a. I am able to describe the major pricing strategies and tactics.
SA
A
N
D
SD

15b. I understand marketing terminology.
SA
A
N
D
SD

EK. I have seen examples of how the marketing mix 

    elements can be strategically combined.
SA
A
N
D
SD

R. I am able to explain the major distribution strategies and tactics.
SA
A
N
D
SD

DF. The conceptual aspects of marketing have been presented to me.
SA
A
N
D
SD

S. I can describe the major marketing channel strategies and tactics
SA
A
N
D
SD

EM. I understand the marketing concept.
SA
A
N
D
SD

T. I am able to describe the major locational strategies and tactics.
SA
A
N
D
SD

GN. I can explain the marketing concept to others.
SA
A
N
D
SD

U. I can describe the major physical distribution strategies and tactics.
SA
A
N
D
SD

GL. I can strategically combine the marketing mix

    elements.
SA
A
N
D
SD

(etc.) . . .

ENDNOTES

�. The other five regional accreditation bodies in higher education are the New England Association of Schools and Colleges (NEASC), the Middle States Association of Colleges and Schools (MSA), the Southern Association of Schools and Colleges (SACS), the Northwest Commission on Colleges and Universities (NWCCU) and the Western Association of Schools and Colleges (WASC).





�. These departmental-level requirements may be unknown to some business schools because they are recent and accreditation renewal cycles are lengthy.





�. There is little agreement on all the aspects of validity. We were primarily interested in content validity--judging how well items matched their learning objectives and outcomes--and convergent validity--the amount of common variance in a unidimensional set of items.





�. Our faculty believed they were competent to determine these attributes or objectives, and there is a considerable literature on what could be termed "business higher education objectives" (see Granitz and Hugstad 2004 for citations).


  


�. In effect we were defining goals as third order constructs which were "indicated" by the second-order constructs objectives, that were in turn "indicated" by the first order constructs outcomes (see for example Gerbing and Anderson 1984; Gerbing, Hamilton and Freeman 1994; and Rindskopf and Rose 1988 for more on higher order constructs). 
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